


But it’s not really all over…

• What if:
• there are lots of states?
• we don’t know T?
• we don’t know R?



Policy iteration

• Idea:
• evaluate some policy
• then make it better













Points

• Value iteration won’t work if we don’t know the prob of 
new state from action
• also policy iteration
• So state-value
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Function approximation how?
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Two cases

• We know all probabilities, rewards
• we’ve dealt with this; change value iteration equations as required
• not that exciting cause it doesn’t happen very often
• if we do know all this stuff, the set of states and actions is small
• so we don’t really need a network model of Q

• We *don’t* know all probabilities, or rewards
• this means we have to estimate them
• likely as a result of acting
• quite possibly in simulation
• and we have to be very careful about errors in estimation



Estimating rewards

• The future looks like:

• and there are lots of them - we can’t see every trajectory

<latexit sha1_base64="qRaNx1RUdoQyo+tIMnA0hOlpE7k="></latexit>s0, a0, r0, s1, a1, r1, s2, a2, r2, . . . p
s0, a0, r0, s01, a

0
1, r

0
1, s

0
2, a

0
2, r

0
2, . . . p0

s0, a0, r0, s⇤1, a
⇤
1, r

⇤
1 , s

⇤
2, a

⇤
2, r

⇤
2 , . . . p⇤

. . . . . .



Sampling and the WLLN - I

• Generally, we can estimate expectations (WLLN)

<latexit sha1_base64="52sMUbwEFMc45JBnYi4zfiIB2Xs=">AAAB9HicbVBNSwMxEJ2tX7V+VT16CRahXsquiHosevFYwX5Au5Rsmm1Dk+yaZEvL0t/hxYMiXv0x3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbW9/Y3MpvF3Z29/YPiodHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4d3Mb46o0iySj2YSU1/gvmQhI9hYyR93GepoJlBcHp93iyW34s6BVomXkRJkqHWLX51eRBJBpSEca9323Nj4KVaGEU6nhU6iaYzJEPdp21KJBdV+Oj96is6s0kNhpGxJg+bq74kUC60nIrCdApuBXvZm4n9eOzHhjZ8yGSeGSrJYFCYcmQjNEkA9pigxfGIJJorZWxEZYIWJsTkVbAje8surpHFR8a4q3sNlqXqbxZGHEziFMnhwDVW4hxrUgcATPMMrvDkj58V5dz4WrTknmzmGP3A+fwComJFg</latexit>

xi ⇠ p(x) (Recall ~ means IID samples)

Then

<latexit sha1_base64="W1/ladcX6Wfx0xXEUVNgftiHzNc="></latexit>

1

N

X

i

f(xi) = Ep(x)[f(x)] + ⇠

<latexit sha1_base64="/pl1MsZ3uEtqMbJuPM9RnoDJSX8="></latexit>

1

N

X

i

f(xi) ! Ep(x)[f(x)] =

Z
f(x)p(x)dx



Sampling and WLLN - II

• But this means we could estimate the E
• draw samples of trajectories
• same as run simulator with policy pi some number of times
• average rewards over simulations
• Issues:
• you need a simulator (or patience)
• there could be serious errors in the estimate

<latexit sha1_base64="qRaNx1RUdoQyo+tIMnA0hOlpE7k="></latexit>s0, a0, r0, s1, a1, r1, s2, a2, r2, . . . p
s0, a0, r0, s01, a

0
1, r

0
1, s

0
2, a

0
2, r

0
2, . . . p0

s0, a0, r0, s⇤1, a
⇤
1, r

⇤
1 , s

⇤
2, a

⇤
2, r

⇤
2 , . . . p⇤

. . . . . .



Variance in estimates - WLLN, II

<latexit sha1_base64="W1/ladcX6Wfx0xXEUVNgftiHzNc="></latexit>

1

N

X

i

f(xi) = Ep(x)[f(x)] + ⇠

<latexit sha1_base64="/pl1MsZ3uEtqMbJuPM9RnoDJSX8="></latexit>

1

N

X

i

f(xi) ! Ep(x)[f(x)] =

Z
f(x)p(x)dx

<latexit sha1_base64="YzDOtt/tsvgOwkJG0mLdHpAaz9Q=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUlE1I1QFMFlBfuAJJTJdNIOnTyYmagl9lPcuFDErV/izr9x0mahrQcGDufcyz1z/IQzqSzr2ygtLa+srpXXKxubW9s7ZnW3LeNUENoiMY9F18eSchbRlmKK024iKA59Tjv+6Cr3O/dUSBZHd2qcUC/Eg4gFjGClpZ5ZdUOshr6fXU8c95F5F1bPrFl1awq0SOyC1KBAs2d+uf2YpCGNFOFYSse2EuVlWChGOJ1U3FTSBJMRHlBH0wiHVHrZNPoEHWqlj4JY6BcpNFV/b2Q4lHIc+noyDyrnvVz8z3NSFZx7GYuSVNGIzA4FKUcqRnkPqM8EJYqPNcFEMJ0VkSEWmCjdVkWXYM9/eZG0j+v2ad2+Pak1Los6yrAPB3AENpxBA26gCS0g8ADP8ApvxpPxYrwbH7PRklHs7MEfGJ8/53GTxA==</latexit>

E[⇠] = 0
<latexit sha1_base64="bx7pFS945xWTn0nbCw6loNbeWXA=">AAAB+nicbVDLSsNAFL3xWesr1aWbYBFclaSIuiyK4LKCfUASy2Q6aYdOJmFmopbYT3HjQhG3fok7/8ZJm4W2Hhg4nHMv98wJEkalsu1vY2l5ZXVtvbRR3tza3tk1K3ttGacCkxaOWSy6AZKEUU5aiipGuokgKAoY6QSjy9zv3BMhacxv1TghfoQGnIYUI6WlnlnxIqSGQZBdTVzvkd7V/Z5ZtWv2FNYicQpShQLNnvnl9WOcRoQrzJCUrmMnys+QUBQzMil7qSQJwiM0IK6mHEVE+tk0+sQ60krfCmOhH1fWVP29kaFIynEU6Mk8qJz3cvE/z01VeO5nlCepIhzPDoUps1Rs5T1YfSoIVmysCcKC6qwWHiKBsNJtlXUJzvyXF0m7XnNOa87NSbVxUdRRggM4hGNw4AwacA1NaAGGB3iGV3gznowX4934mI0uGcXOPvyB8fkDHIOT5w==</latexit>

E[⇠2]

<latexit sha1_base64="52sMUbwEFMc45JBnYi4zfiIB2Xs=">AAAB9HicbVBNSwMxEJ2tX7V+VT16CRahXsquiHosevFYwX5Au5Rsmm1Dk+yaZEvL0t/hxYMiXv0x3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbW9/Y3MpvF3Z29/YPiodHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4d3Mb46o0iySj2YSU1/gvmQhI9hYyR93GepoJlBcHp93iyW34s6BVomXkRJkqHWLX51eRBJBpSEca9323Nj4KVaGEU6nhU6iaYzJEPdp21KJBdV+Oj96is6s0kNhpGxJg+bq74kUC60nIrCdApuBXvZm4n9eOzHhjZ8yGSeGSrJYFCYcmQjNEkA9pigxfGIJJorZWxEZYIWJsTkVbAje8surpHFR8a4q3sNlqXqbxZGHEziFMnhwDVW4hxrUgcATPMMrvDkj58V5dz4WrTknmzmGP3A+fwComJFg</latexit>

xi ⇠ p(x)



Importance sampling and WLLN - III
<latexit sha1_base64="1lTazYqh8ehai9AsQu8H1qARRIw=">AAAB9HicbVBNSwMxEJ31s9avqkcvwSLUS9kVUY9FLx4r2A9ol5JNs21okt0m2dKy9Hd48aCIV3+MN/+NabsHbX0w8Hhvhpl5QcyZNq777aytb2xubed28rt7+weHhaPjuo4SRWiNRDxSzQBrypmkNcMMp81YUSwCThvB4H7mN0ZUaRbJJzOJqS9wT7KQEWys5I87DLU1E2hYGl90CkW37M6BVomXkSJkqHYKX+1uRBJBpSEca93y3Nj4KVaGEU6n+XaiaYzJAPdoy1KJBdV+Oj96is6t0kVhpGxJg+bq74kUC60nIrCdApu+XvZm4n9eKzHhrZ8yGSeGSrJYFCYcmQjNEkBdpigxfGIJJorZWxHpY4WJsTnlbQje8surpH5Z9q7L3uNVsXKXxZGDUziDEnhwAxV4gCrUgMAQnuEV3pyR8+K8Ox+L1jUnmzmBP3A+fwCqH5Fh</latexit>

xi ⇠ q(x)

<latexit sha1_base64="iygYgSrQHfoCDi9reSrhz9PnzNw="></latexit>

1

N

X

i

f(xi)p(xi)

q(xi)
!

Z
f(x)p(x)

q(x)
q(x)dx =

Z
f(x)p(x)dx



Importance sampling and WLLN - IV

<latexit sha1_base64="1lTazYqh8ehai9AsQu8H1qARRIw=">AAAB9HicbVBNSwMxEJ31s9avqkcvwSLUS9kVUY9FLx4r2A9ol5JNs21okt0m2dKy9Hd48aCIV3+MN/+NabsHbX0w8Hhvhpl5QcyZNq777aytb2xubed28rt7+weHhaPjuo4SRWiNRDxSzQBrypmkNcMMp81YUSwCThvB4H7mN0ZUaRbJJzOJqS9wT7KQEWys5I87DLU1E2hYGl90CkW37M6BVomXkSJkqHYKX+1uRBJBpSEca93y3Nj4KVaGEU6n+XaiaYzJAPdoy1KJBdV+Oj96is6t0kVhpGxJg+bq74kUC60nIrCdApu+XvZm4n9eKzHhrZ8yGSeGSrJYFCYcmQjNEkBdpigxfGIJJorZWxHpY4WJsTnlbQje8surpH5Z9q7L3uNVsXKXxZGDUziDEnhwAxV4gCrUgMAQnuEV3pyR8+K8Ox+L1jUnmzmBP3A+fwCqH5Fh</latexit>

xi ⇠ q(x)

<latexit sha1_base64="46zfA/YF0gBHRZMoqtFCfpSd/4k="></latexit>

1

N

X

i

f(xi)p(xi)

q(xi)
= Ep(x) [f(x)] + ⇣

<latexit sha1_base64="iImkOBf0Y1Smyk62S0ioGvwa5EY=">AAACB3icbVBNS8NAEN3Ur1q/qh4FCRbBU0lE1ItQFMFjBfsBSSib7aRduvlgdyLU0JsX/4oXD4p49S9489+4aXvQ1gcDj/dmmJnnJ4IrtKxvo7CwuLS8Ulwtra1vbG6Vt3eaKk4lgwaLRSzbPlUgeAQN5CignUigoS+g5Q+ucr91D1LxOLrDYQJeSHsRDzijqKVOed8NKfZ9P7seuQICdNwHQOpK3uujd2F1yhWrao1hzhN7Sipkinqn/OV2Y5aGECETVCnHthL0MiqRMwGjkpsqSCgb0B44mkY0BOVl4z9G5qFWumYQS10RmmP190RGQ6WGoa8786vVrJeL/3lOisG5l/EoSREiNlkUpMLE2MxDMbtcAkMx1IQyyfWtJutTSRnq6Eo6BHv25XnSPK7ap1X79qRSu5zGUSR75IAcEZuckRq5IXXSIIw8kmfySt6MJ+PFeDc+Jq0FYzqzS/7A+PwBV4GZmg==</latexit>

E [⇣] = 0
<latexit sha1_base64="F1jzVhTKMR1NcyndJ1f0VglDVpw=">AAACB3icbVDJSgNBEO1xjXEb9SjIYBA8hZkg6jEogscIZoGZMfR0apImPQvdNUIccvPir3jxoIhXf8Gbf2NnOWjig4LHe1VU1QtSwRXa9rexsLi0vLJaWCuub2xubZs7uw2VZJJBnSUika2AKhA8hjpyFNBKJdAoENAM+pcjv3kPUvEkvsVBCn5EuzEPOaOopbZ54EUUe0GQXw09ASG63gMgvat4knd76LfNkl22x7DmiTMlJTJFrW1+eZ2EZRHEyARVynXsFP2cSuRMwLDoZQpSyvq0C66mMY1A+fn4j6F1pJWOFSZSV4zWWP09kdNIqUEU6M7R1WrWG4n/eW6G4bmf8zjNEGI2WRRmwsLEGoVidbgEhmKgCWWS61st1qOSMtTRFXUIzuzL86RRKTunZefmpFS9mMZRIPvkkBwTh5yRKrkmNVInjDySZ/JK3own48V4Nz4mrQvGdGaP/IHx+QOK8Jm9</latexit>

E
⇥
⇣2
⇤









Errors in estimating rewards

• The future looks like:

• and there are lots of them - we can’t see every trajectory

• Notice that r_k could depend very strongly on a_1 (say)
• This creates a problem 
• samples far in the future depend strongly on early choices
• results in variance in the sampled estimates

<latexit sha1_base64="qRaNx1RUdoQyo+tIMnA0hOlpE7k="></latexit>s0, a0, r0, s1, a1, r1, s2, a2, r2, . . . p
s0, a0, r0, s01, a

0
1, r

0
1, s

0
2, a

0
2, r

0
2, . . . p0

s0, a0, r0, s⇤1, a
⇤
1, r

⇤
1 , s

⇤
2, a

⇤
2, r

⇤
2 , . . . p⇤

. . . . . .



Errors in estimating rewards are important





Learning a policy
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Policy gradients - core idea
<latexit sha1_base64="jjhj3Q1JO5Zu4BGMhNRGkSjtUBc="></latexit>8
>><

>>:

s0, a0, r0, s1, a1, r1, s2, a2, r2, . . . p
s0, a0, r0, s01, a

0
1, r

0
1, s

0
2, a

0
2, r

0
2, . . . p0

s0, a0, r0, s⇤1, a
⇤
1, r

⇤
1 , s

⇤
2, a

⇤
2, r

⇤
2 , . . . p⇤

. . . . . .

9
>>=

>>;
under ⇡(✓)

<latexit sha1_base64="inve18bfXYzsoN0b2Uhpa/ubG/w="></latexit>8
>><

>>:

s0, a0, r0, s1, a1, r1, s2, a2, r2, . . . p
s0, a0, r0, s01, a

0
1, r

0
1, s

0
2, a

0
2, r

0
2, . . . p0

s0, a0, r0, s⇤1, a
⇤
1, r

⇤
1 , s

⇤
2, a

⇤
2, r

⇤
2 , . . . p⇤

. . . . . .

9
>>=

>>;
under ⇡(✓0)

<latexit sha1_base64="K61sK8qkZ32f828CjDPBarBN2jY="></latexit>

Compute J(✓) = Ep(⌧)

"
X

t

�trt

#
⇡ 1

N

X

⌧

"
X

t

�trt

#

<latexit sha1_base64="1eXzr1l74+ewIfqB3xiL5+k1myk="></latexit>

Compute J(✓0) = Ep(⌧)

"
X

t

�trt

#
⇡ 1

N

X

⌧

"
X

t

�trt

#
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Sampled estimates

<latexit sha1_base64="jjhj3Q1JO5Zu4BGMhNRGkSjtUBc="></latexit>8
>><

>>:

s0, a0, r0, s1, a1, r1, s2, a2, r2, . . . p
s0, a0, r0, s01, a

0
1, r

0
1, s

0
2, a

0
2, r

0
2, . . . p0

s0, a0, r0, s⇤1, a
⇤
1, r

⇤
1 , s

⇤
2, a

⇤
2, r

⇤
2 , . . . p⇤

. . . . . .

9
>>=

>>;
under ⇡(✓)

Get samples of trajectories (simulator)

<latexit sha1_base64="EzWtxrR22huFf75D6jjJyPmrv2s="></latexit>

1

N

X

⌧

"
X

t

rtr✓ log ⇡✓(at|st)
#

Gradient is
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Levine, ND



https://www.alexirpan.com/2018/02/14/rl-hard.html

Blog post entitled:  “Why deep reinforcement learning doesn’t work”


