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Topics

• Vocabulary
• MDPs, Value Iteration, Policy Iteration
• Simple reinforcement learning ideas

• and problems!
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Model

• At time 0, environment samples initial state
• agent is in that state 

• Then for t=0 till done
• agent chooses action
• environment samples new state conditioned on action, old state
• environment samples reward conditioned on action, old state, new state
• agent gets that reward and moves into new state

• Policy
• what action to take in each state

• this could be stochastic

• Maximise total discounted reward



Abbeel slides



Abbeel slidesThis is usually discounted by gamma



And this is
true for

the other
three; 80%
of the time

you go 
where you

intended, 10%
at right angles

one way
10% the other







Value of a state

• value of a state
• expected reward of proceeding optimally from that state
• this satisfies a recurrence relation
• if you know this, optimal policy is easy

• take action with with best expected reward

Value of s’
the new state
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s0

T (s, a, s0) [R(s, a, s0) + �V ⇤(s0)]

Expected reward of action a in state s



The Bellman Equation

• Value of a state
• expected reward of proceeding optimally from that state
• this satisfies a recurrence relation

• The Bellman Equation
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V ⇤(s) = max
a

X

s0

T (s, a, s0) [R(s, a, s0) + �V ⇤(s0)]

Acting optimally
from s

What you get by acting 
optimally from s’



Value iteration

• Idea:
• value of a state=expected reward of proceeding optimally from that state
• if we knew the value of each state, choosing an action is easy

• take the one with the best expected yield

• Idea:
• we could estimate the value of a state

• set the value of every state to something
• now for a given state, compute the expected value of best action

• replace value with that and continue
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But it’s not really all over…

• What if:
• there are lots of states?
• we don’t know T?
• we don’t know R?



Policy iteration

• Idea:
• evaluate some policy
• then make it better
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Levine, ND



https://www.alexirpan.com/2018/02/14/rl-hard.html

Blog post entitled:  “Why deep reinforcement learning doesn’t work”


