CHAPTER 37

Structure From Motion: Geometric
Concepts

Here is a foundational problem in computer vision, usually referred to as
structure from motion or, almost always, SFM. You see many images of a scene. You
must reconstruct the scene and the camera locations from this, and perhaps other,
information. Solutions to this problem can be separated into two major threads.
In the offline case, you have all the data you need before you start computing.
For example, you might have a video of a stationary scene obtained with moving
cameras. In the online case, you must maintain the best estimate you can of
camera and point geometry as information arrives. A moving agent that can solve
this problem online can build estimates of the geometry of the world and of how
it has moved through the world. This is very useful to, for example, autonomous
drones.

This chapter will focus on the offline case, in the context of a useful abstrac-
tion. Assume the scene consists of N points in 3D; write X; for the i’th such
point. You obtain M images using perspective cameras. Not every point necessar-
ily appears in every image, but you know which point appears in which image and
where. You must recover the geometry of the points and of the cameras from this
information. If every point appears in every camera, you know correspondences,
calibration is known, and odometry and calibration algorithms work exactly, there
is a straightforward incremental recipe. This recipe extends to cases where you
don’t know calibration and where not every point appears in every camera. It is
at the core of real SFM pipelines (Chapter 36.3), but a fair amount of work is
required to deal with real images, where you don’t know correspondence and where
odometry and calibration don’t work exactly.

You can see structure from motion as solving a very large optimization prob-
lem — minimize the reprojection error of the points by adjusting the geometry of
points and cameras. This problem turns out to be quite delicate in practice, though
very well understood (Section 36.3). In this chapter, I show that studying the op-
timization problem in abstract reveals important differences between cases where
you know camera calibration and cases where you don’t.

37.1 OUTLINE: POINTS AND CAMERAS FROM MULTIPLE PICTURES

The structure from motion problem in the form above is an abstraction for recon-
structing the geometry of a scene from pictures. It is an abstraction, because the
geometry might consist of much more than just scattered points. Bear with this ab-
straction for a while (Chapter 36.3 shows how to proceed to much more interesting
geometries). Solutions to the underlying problem are hugely useful.

For example, imagine you want to check there aren’t too many large patches
of rust on a bridge. It is difficult and expensive to send out workers safely. Instead,
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FIGURE 37.1: In the abstract structure from motion problem, M (here 3) perspective
cameras view N (5) points in 3D. You have the projections of the points, and must
recover what you can of the geometry of the points and the relative configuration of
the cameras. Small changes in the formulation of the problem — for example, what
you know about camera calibration; which points can be seen in which cameras; and
so on — can have quite drastic effects on what solutions you can obtain.

fly a drone and take pictures. Now reconstruct the geometry of the bridge (the
points) and the locations of the drone (the cameras). Render this geometry in 3D
to inspect it. If the reconstruction is good enough, straightforward tools will allow
you to measure the size of the rust patches in the rendering (Figure 37.2).

Similarly, imagine you want to film a monster tearing up downtown Los Ange-
les. You can avoid problems with zoology and with insurance companies by flying
a camera over the downtown; reconstructing the geometry and the locations of the
camera; and rendering the geometry with a CGI monster in place. The monster
will be seen in the same camera as the background, and so it will look as if it were
there. You can use this idea to, for example, place monsters in legacy footage and
SO on.

An Elementary SFM Recipe

Assume you see each point in every image and you have enough points. Assume
you know the intrinsic matrix for two of these cameras. Assume every computation
is exact. Then you can recover points and cameras in a straightforward way using
procedures from previous chapters.
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Missing Figure

FIGURE 37.2: A nice Reconstruct bridge rust figure.

Procedure: 37.1 FElementary SFM, Simplest case

You have M images of N points. Each point appears in each image.
You know the intrinsic matrix for at least two cameras.

e Take the two images from the cameras where you know the in-
trinsic matrix, construct the fundamental matrix connecting the
two (Section 36.3). Since you know the intrinsics, turn this into
an essential matrix (Section 36.3).

e Use the odometry of Section 36.3 to determine where the second
camera is with respect to the first. Choose a scale for the trans-
lation, and then triangulate the points.

e Finally, use the procedure of Section 36.3 to recover the config-
uration of each other camera with respect to the set of points.
Notice this yields extrinsics and intrinsics for every other camera.

It is straightforward that this procedure will work for M > 2. It is rather
less straightforward, but true, that it will work for N > 5 (you would need to be
quite sophisticated about getting the essential matrix, in ways I have not described
exercises). It is straightforward that it yields reconstruction up to rotation,
translation and scale exercises. The rotation and translation ambiguity allow
you to choose the world coordinate system. The scale ambiguity could be dealt
with in a variety of ways, but should never be forgotten.

Remember this:  Pure structure from motion must have a scale ambi-
guity, because odometry has a scale ambiguity. This scale ambiguity can be
resolved in a wide range of ways. For example, you may know the size of
some object; or you may know how far a camera moved. But it is always
there.
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When You Don’t Know Intrinsics

The elementary recipe of Procedure 37.1 assumed you knew the intrinsics for two
cameras. If you know no intrinsics, this recipe will still work. Simply guess the
intrinsics for the first two camera. For example, choose a 3 x 3 upper triangular
matrix of full rank at random to be the intrinsic matrix for each camera. The recipe
will still produce the solutions for camera matrices and point locations. Different
guesses will lead to different reconstructions. Section 36.3 explores the relationship
between the results you would recover like this and the original geometry of the
points.

When Some Points are Missing in Some Images

You can extend this recipe to deal with cases where points do not appear in every
image. This is easy if there is a pair of images that contains every point. You find
this pair, then triangulate all the points as above to get a reconstruction. Now
calibrate every other camera using the points you can see in that camera. It should
be obvious that if any camera views too few points, you won’t be able to calibrate
it exercises. A more interesting extension occurs when there is no pair of images
where every point appears in both.
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Procedure: 37.2 FElementary SFM, Model Recipe

You have M images of N points. Not every point appears in every
image.

e Choose a pair of images which have enough points in common for
you to estimate the essential matrix (8, 7 or 5 depending on just
how sophisticated you feel like being). If you do not know the
calibration of these cameras, guess it as in Procedure 37.1.

e Use the odometry of Section 36.3 to determine where the second
camera is with respect to the first. Choose a scale for the trans-
lation, and then triangulate the points that are shared between
the cameras.

e Start pools of working images, working cameras, and working
points. At start, these contain the two images you have used,
and the cameras and points you have reconstructed. Now repeat
until you cannot continue:

— Choose some image which isn’t in the working pool and has
enough points in common with the points in the working
pool.

— Calibrate the camera for that image using the common
points, and add the image and the camera to the relevant
working pools.

— You may now be able to expand the pool of working points. If
the chosen camera has points in common with any camera in
the working pool, where you don’t know the 3D configuration
of the point, you can reconstruct those points by triangula-
tion. Do so, add these points to the working pool of points,
and continue. Stop when you can’t add any camera.

When you stop, there might be images that you can’t add to the working
pool. This issue becomes interesting and important for large scale reconstruction,
but I won’t resolve it here (Section 36.3).

37.2 EXAMINING THE UNDERLYING OPTIMIZATION PROBLEM

The recipes above illustrate why you should be able to compute structure from mo-
tion, but they should look quite impractical to you. The problem is the assumption
that triangulation and calibration always give the right answer. If they don’t give
exactly the right answer, you will get different reconstructions when you choose
images in different orders. For example, start with a pair of images with a very
small baseline; the triangulation is probably bad, meaning your next calibration is
dubious. As you continue, the whole exercise may become unsatisfactory. But if,
for the same dataset, your first pair of images has a large baseline, you might get
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quite a good reconstruction. In principle, you can improve the reconstruction with
an optimization problem. Doing so can get difficult when there are many points
and images.

The Optimization Problem

You can formalize structure from motion as minimizing the reprojection error of all
points visible in all cameras, as a function of points and cameras. Write the camera
matrix for the j’th camera P;. Write L(P;,X,;) for the predicted location of point
i in camera j, in image coordinates. Use d; ; to keep track of which point is visible
in which camera, so

5= 1 if the ¢’th point appears in the j’th image
Y10 otherwise

and write x; ; for the measurement you observe if the 7’th point appears in the j’'th
image. Now write r; ; for the reprojection error for point ¢ in camera j, when this
is meaningful — that is, when point 7 is visible in image j. In this case,

rij = (xi; — L(Pj, X))

It will not matter what value r; ; has when you can’t see point ¢ in camera j. Write
d(r) for some cost associated with the length of r. For example, you could use
d(r) = rTr, but that might present robustness problems. You might also use one
of the robust cost functions of Section 36.3. Then you could minimize reprojection
error of all points visible in all cameras, which is

R(Ph cee 77)]M7X1a cee 7XN) = Zdhjd(rld)
4,

Solving this optimization problem at very large scales requires considerable care
(Section 36.3).

Definition: 37.1 Bundle adjustment

Minimizing reprojection error as a function of points and cameras is
known as bundle adjustment.

Incorporating Calibration Information

Studying the problem without a solution is informative. The reprojection error as
formulated above assumes that nothing is known about the cameras. Now assume
each camera is calibrated, and write K; for the intrinsics and &; for the extrinsics
of each camera. Then the problem becomes to minimize

R(g]_, . ,(C:]\/[,jcl7 - »XN) = Zém [d(XU — L(lCz&,XJ))] .
ij
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subject to the constraints on each &; required to ensure it is a Euclidean transfor-
mation. Now assume you do not know the calibration for each camera, but you do
know that all cameras have the same calibration. Then the problem becomes to
minimize

R(’C,gl, N 75]\/[,}(17 N ,XN) = Zéij [d(Xij — L(K:EZ,XJ))] .
ij

Symmetries in the Bundle Adjustment Problem

Recall that you can reconstruct points and cameras without knowing intrinsics. Just
use a random intrinsic matrix whenever you need one — it needs to be 3 x 3, upper
triangular, and of full rank. Assume that all computations in the procedure were
exact, and all steps worked perfectly. Then the result should have zero reprojection
error and must be a solution to the optimization problem. You should suspect that
you will get different reconstructions when you use different intrinsic matrices. This
is the case, and it means the optimization problem has more than one solution —
there are ambiguities.

Thinking about the multiple solutions to the optimization problem will reveal
the relationship between what you reconstruct with random intrinsic matrices and
the true solution. Imagine there are two different sets of cameras and points,
{P1,...,Pu, Xq,..., Xn}tand {P, ..., Py, X], ..., Xy}, so that the reprojection
error of these two sets is the same. If one set is a minimum of the reprojection error,
the other will be too. This is an internal symmetry. You can now obtain information
about possible ambiguities by assuming that you have a solution, then asking what
symmetries it has.

Uncalibrated SFM has a Projective Symmetry

Assume {P1,...,Prp,Xq,..., Xy} is a solution. Each camera must be a projective
camera, and is at some location in space. Write each camera matrix in terms of its
intrinsics K;, the canonical projection matrix Cp, and its extrinsics 7; to get

Pj = K;CpT; = [K;E5 | Kt

(where &; is some rotation matrix and t; is the translation). Now apply a pro-
jective transformation G~! to all the points X; and apply G to all the cameras.
You have P; = P;G and X! = G7'X;. You should verify that L(P;,X;) =
L(P},X}).(exercises).

If you know nothing about the calibration of your cameras, you cannot tell
whether P; and P} is the right camera reconstruction. This means you cannot
tell which reconstruction to choose — X; or X/. This yields an important result
exercises.
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Remember this: If you can reconstruct points and cameras from
multiple views using perspective cameras where you have no camera in-
trinsic information, the reconstruction has a projective symmetry. If
{P1,...,Pm,Xq,...,Xn} is a solution, then

{Plg, ... ,PMQ,Q_1X1, .. .,g_lXN}

1s also a solution for G any invertible 4 X 4 matrizx.

As I shall show, there are many circumstances where, even though you don’t
know camera intrinsics explicitly, you can recover them (Section 36.3). This means
that it can take care to be sure that “you have no camera intrinsic information”.

Fully Calibrated SFM has a Similarity Symmetry
Now assume you know the j’th camera has intrinsic matrix IC;. To reason about
the symmetry, assume the correct reconstruction has j’th camera

Pj=K; & [ t5].

Now apply some G to the cameras and G~! to the points as in the previous section.
If you know the intrinsics of your cameras, you can tell whether the resulting 73; is
acceptable or not. The only 7?; that are acceptable will have the right intrinsics.

This means G must leave the intrinsics of each camera unchanged. So P; and
PJ’» = P;G must have the same intrinsics for every j. Write

o[ 48]

Pi = [ (EA+t;eT) | K (Eb + )] .

SO

Write M for the left 3 x 3 block of PJ’-. You can uniquely decompose M; into a
lower triangular matrix times a rotation matrix exercises. The lower triangular
matrix that results must be K}, so

(EJ.A + tjCT)

must be a rotation matrix for any choice of t; exercises. Assuming there are
many different cameras, and their positions aren’t special, ¢ must be 0 (exer-
cises). This means that AT A is the identity exercises and so A is a rotation
matrix. Notice that d is not constrained, which means the ambiguity is a scaled
Euclidean transformation exercises.



684  Chapter 37 Structure From Motion: Geometric Concepts

<«— Vo = K,Rez

FIGURE 37.3: A perspective image of a cuboid with three vanishing points. If you
know this is a cuboid, then you can compute some camera calibration information
from the locations of the vanishing points.

Remember this: If you can reconstruct points and cameras from
multiple views using perspective cameras where you know the intrinsics
of each camera, the reconstruction has a scaled Euclidean symmetry. If
{P1,.-,Pn, X1,...,Xn} is a solution, then

{P:G,....PuG,G ' X1,....G "Xy}

1s also a solution for G a scaled Fuclidean transformation.

37.3 SELF CALIBRATION
37.3.1 Self Calibration from Vanishing Points

There are a variety of cases where you can actually obtain a calibration of a camera
from a picture, assuming that you have some other information. Here is a simple
example. Assume you know the vanishing points of directions in the image that are
orthonormal. For example, Figure 37.3 shows a perspective image of a cube. Con-
veniently, you can construct the three vanishing points. If you know the directions
are at right angles (they don’t have to be to get this picture), you can compute
some camera calibration information.
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There are three vanishing points. Write v; for the i’th vanishing point in
homogenous coordinates in the image plane. This means there are three components
in v;. You know them up to scale. Assume that no vanishing point is infinitely far
away. So if the vanishing point was at location (v;1, vi2)” in the image — which you
can measure — you could write

Vi1
vi=MX\i | Vi2

1

where )\; is unknown. Now assume that each vanishing point is the vanishing point
of a coordinate direction. So vi is the image of the point at infinity along the
X-axis, and so on. Write E; for these three points in homogenous coordinates in
3D. You will have

E1 = and E2 = and E3 =

O OO
o o= O
o= O o

Write C = K[R | t] for the (completely unknown) camera. Recall that = means
“refers to the same point in homogeneous coordinates”, so a = b means there is
some A # 0 so that Aa = b. Now

Vv, = CE]z

but the 0 in E;’s fourth component means you can ignore the last column in the
camera. So write

1 0 0
er=10 and ey = | 1 andes=| 0
0 0 1
and find
e, = R 'K ty,.
Now e;frej = 0if ¢ # j (they’re orthonormal). This means you have three indepen-

dent constraints on K.
VvIKTTK vy =0 and vIK"TK vy =0 and vIKTK vy = 0.

Furthermore, because these constraints are equal to zero, the question of scaling
the homogeneous coordinates doesn’t matter exercises. It turns out that, if you
assume there pixels are square and there is no skew, you can recover scale and
principal point like this exercises. Several useful tricks follow exercises.

Self Calibration in SFM

Now imagine you know that all cameras have the same calibration matrix IC, which
you do not know. If you have enough images and enough points, the following
argument shows you can recover K. First, obtain some reconstruction, yielding
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cameras Q; and points Y;. Now think about the camera for j = 1 (you can reindex
the cameras if you don’t like using the original first camera exercises). Write
[U1 | uy] for the matrix representing that camera. Now choose
g _ Lll_l *ulul
o” 1

and check that ©@1G = [Z | 0]. This represents a canonical camera. Since you know
G, you can transform your reconstruction to form P; = 9,6, X; = G~Y,.
Now any transformation of the form

K 0
H_[—pT’C 1]

will produce C; = P1H = [K | 0] = K[Z | 0], which is a canonical camera with the
right intrinsics. Here K and p are unknown, but can be constrained.

You know P;, which I will write [O; | 0;] to emphasize you know the entries.
Consider C; = P;H = [(O; —0;pT)K | 0,]; this camera must have intrinsics K,
which means that for some unknown rotation R, you get the equation

(0j —0;p")K = KR;
and with some manipulation exercises, you get
(0 —0;p" )KKT (0; —0;p")" = KKT.

This is a set of non-linear equations in the entries of I, whose coefficients are
known. There are at most five unknowns in I, and there are three in p, for a
total of eight unknowns. If you have M cameras, you have 5(M — 1) equations in
these unknowns exercises. It turns out there are no inconvenient redundancies
or dependencies in the equations, and they can be solved exercises. As a result,
if you have at least three images where the cameras have the same intrinsics, you
can recover the intrinsics. In turn, because you know the intrinsics, you can recover
geometry up to scaled Euclidean transformations.
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37.4 YOU SHOULD
37.4.1 remember these facts:
Pure SFM reconstructions have a scale ambiguity, easily resolved . . 678
Uncalibrated SFM reconstructions have a projective symmetry . . . 683
Calibrated SFM reconstructions have a scaled Euclidean symmetry . 684
37.4.2 remember these procedures:
Elementary SFM, Simplest case . . . . . . ... ... ... ... ... 678
Elementary SFM, Model Recipe . . . . . . .. ... ... ... .. .. 680
37.4.3 be able to:

e Describe a procedure for structure from motion in the case where correspon-
dence is known, points are exactly located, and computations are exact.

e Explain ambiguities in reconstruction and where they come from.

e Sketch self-calibration procedures.
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EXERCISES

QUICK CHECKS

37.1. Section 37.1.1 claims it is straightforward that Procedure 37.1 “yields recon-
struction up to rotation, translation and scale.” Explain why the procedure
yields reconstruction up to rotation, translation and scale.

37.2. Section 37.1.1 claims it is straightforward that Procedure 37.1 “yields recon-
struction up to rotation, translation and scale.” How might you estimate scale
using the reconstruction in a real problem?

37.3. Section 37.1.3 has: “if any camera views too few points, you won’t be able to
calibrate it.” Explain.

37.4. Section 37.1.3 has: “if any camera views too few points, you won’t be able to
calibrate it.” What problems could this cause?

37.5. In the notation of Section 37.2.4, 73]( = P;G and X; = g—lxi. Verify that
L(P;j,X;) = L(P}, X))

37.6. Check that, if {P1,...,Pap,X1,...,Xn} is a solution to a structure from
motion problem, then

{7319, o PMG G, .,g—lxN}

is also a solution for G any invertible 4 x 4 matrix, if you have no camera
intrinsic information.

37.7. Why could possessing camera intrinsic information change the answer to the
previous question?

37.8. Section 37.2.5 has: “ The lower triangular matrix that results must be K, so

(5]'.4 + tjCT)

must be a rotation matrix for any choice of t;.” Why is this true?

37.9. Section 37.2.5 has: “ Assuming there are many different cameras, and their
positions aren’t special, ¢ must be 0.” Why is this true?

37.10. Section 37.2.5 has: “ This means that A” A is the identity €xercises and
so A is a rotation matrix.” Why is this true?

37.11. Section 37.2.5 has: “ Notice that d is not constrained, which means the
ambiguity is a scaled Euclidean transformation.” Why is this true?

37.12. Assume you are given several different images of cuboids. You are told that
these images were obtained in the same camera. How would you prove or
disprove this assertion?

37.13. Section 37.3.1 has: “because these constraints are equal to zero, the question
of scaling the homogeneous coordinates doesn’t matter.” Explain.

37.14. Section ?? has: “you can reindex the cameras if you don’t like using the
original first camera.” Explain.

LONGER PROBLEMS

37.15. If you didn’t do this exercise at the end of Chapter 29, show that any square
matrix of full rank can be factored into a product of an upper triangular matrix
and a rotation matrix. Start with a 2 X 2 matrix M. Write

T T
M= m% and U = | “10 M2 1 Gnd R = r%
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and assume M = UTR.

(a) Show that ugy = mgmg and ro = (1/u22)msa. Show there are two
possible choices for ugg, differing only by sign.

(b) Show that mlTrQ = wj2, and that (m; — (m’{rz)l‘g) = uyiri;. Explain
how to recover u1; and ry. Is there a sign ambiguity?

(¢) What happens to this procedure of M does not have full rank?

(d) Show that any square matrix of full rank can be factored into a product
of an upper triangular matrix and a rotation matrix, using induction on
the dimension of the matrix.

37.16. Section 37.3.1 says that, if you assume there pixels are square and there is no
skew, you can recover scale and principal point like this exercises. Prove
this.

37.17. Assume you are given several different images of cuboids. You are told that
these images were obtained in the same camera. How would you prove or
disprove this assertion?

37.18. Section 37.3.2 obtains the equation

(Oj - ijT)/C = /CRj

in a known 3 x 3 matrix O;, a known 3 vector o; and a known R;.
(a) How many unknowns are there?
(b) Show that his expression leads to

(0; —o;p KK (0 — 0,p")T = kK.

(¢) Show that, if you have M cameras, you have 5(M — 1) equations in these
unknowns. Assume that there are no dependencies, etc. Why does this
mean that three cameras should be enough to get K7

(d) In the simplest case, assume that M is very large and there are no depen-
dencies, etc. How would you solve these equations and recover the entries
of K? Hint: recall the recipe: set up an optimization problem, then find
a start point.

PROGRAMMING EXERCISES

37.19. Obtain an implementation of the five point algorithm for estimating the es-
sential matrix (you can find a description in David Nistér (June 2004). ”An
efficient solution to the five-point relative pose problem”. IEEE Transactions
on Pattern Analysis and Machine Intelligence. 26 (6): 756-777). This algo-
rithm is minimal (ie uses the smallest number of correspondences that you can
use).

(a)

37.20. This exercise establishes you can recover scale and principal point from a

single image if you make the assumptions of Section 37.3.1. Write

s 0 itz
K=|0 s ty
0 0 1

for a calibration matrix with unknown scale s and principal point (tx,ty)T.
Write vi = (vig, V1y, 1)T for the vanishing point in the image corresponding
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to e1 (and so on). Recall you can measure vig, and viy.
(a) Show that

o~
8

Kt =

O O wl=
Qul= O
|
m‘{é*cn‘

1

(b) Write r = %, a = rtg, b = rty and show that
r? 0 —a
KTk t=] o 2 —b
—a —b d®+b2+1

(¢) Now show that you can recover r, t; and ty by solving

(v1zv22 + vlyvgy)r2 — (vig + v2z)a — (Viyvay )b+ P+l = 0
(Ulmvﬁ’om + Ulyv3y)7"2 - (Ulm + US:t)a - (Uly'USy)b + a2 + b2 +1 =
(v2y V3 + vzyvgy)'rQ — (v2z + v3z)a — (vayv3y)b + a4+’ +1 = 0

(d) How would you solve this system of equations?

(e) How many distinct solutions do you expect and why? Keep in mind that
the scale must be non-negative.

(f) What happens if one of the vanishing points is at infinity?



