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Idea:  Benefit from Expert

• We’ve done:
• behavior cloning - take expert traces, use to train prediction of action
• DAGGER - obtain further expert labels to avoid problems with correlation

• Now:
• Rather than learn policy, learn reward function

• Why:
• reward function could be “smaller” than policy

• Use:
• apply greedy strategy to reward function



Optimal control

• Choose control to ensure that trajectory gets best reward

Cost function

Control inputState

Initial state Final state



Optimal control

• Choose control to ensure that trajectory gets best reward

• Well understood problem
• Many cases, many solution processes

• Easy
• discrete time, f  - linear, Phi - quadratic = dynamic programming
• Works for continuous time, too, but…

• Many very much harder cases



Optimal control as DP

• Dynamics:
<latexit sha1_base64="okQSkDvmSMR0ciYXV3xEPr0izaw=">AAACIHicbZDLSsNAFIYnXmu9VV26GSyCUCiJiHUj1LpxWcFeoAlhMp20QycXZk7EEvIobnwVNy4U0Z0+jdOLoq0HBj7+/xzOnN+LBVdgmh/GwuLS8spqbi2/vrG5tV3Y2W2qKJGUNWgkItn2iGKCh6wBHARrx5KRwBOs5Q0uR37rlknFo/AGhjFzAtILuc8pAS25hUpqez6+y9wUSlZ2ntqUCHyRuYC/DShNxNqPmGhyC0WzbI4Lz4M1hSKaVt0tvNvdiCYBC4EKolTHMmNwUiKBU8GyvJ0oFhM6ID3W0RiSgCknHR+Y4UOtdLEfSf1CwGP190RKAqWGgac7AwJ9NeuNxP+8TgL+mZPyME6AhXSyyE8EhgiP0sJdLhkFMdRAqOT6r5j2iSQUdKZ5HYI1e/I8NI/L1mnZuj4pVmvTOHJoHx2gI2ShCqqiK1RHDUTRPXpEz+jFeDCejFfjbdK6YExn9tCfMj6/AO8SotY=</latexit>

xt+1 = Atxt + Btut

<latexit sha1_base64="0TwadkW2hW6B7i+pPpga9uZ9QFE=">AAACFnicbZDNSgMxFIUz9b/+jbp0EyyCgpYZEXUjiN24VLCt0ClDJs3UYDIZkjvSMvQp3Pgqblwo4lbc+TamYxfaeiDwce693NwTpYIb8LwvpzQ1PTM7N79QXlxaXll119YbRmWasjpVQumbiBgmeMLqwEGwm1QzIiPBmtFdbVhv3jNtuEquoZ+ytiTdhMecErBW6O4HMlK9vKYMDE4Dk8kQcG0nD6IY9wYh7OECswJhN3QrXtUrhCfBH0EFjXQZup9BR9FMsgSoIMa0fC+Fdk40cCrYoBxkhqWE3pEua1lMiGSmnRdnDfC2dTo4Vtq+BHDh/p7IiTSmLyPbKQncmvHa0Pyv1sogPmnnPEkzYAn9WRRnAoPCw4xwh2tGQfQtEKq5/Sumt0QTCjbJsg3BHz95EhoHVf+o6l8dVs7OR3HMo020hXaQj47RGbpAl6iOKHpAT+gFvTqPzrPz5rz/tJac0cwG+iPn4xsM/56i</latexit>

Cost =
X

t

C(xt,ut, t)

<latexit sha1_base64="hGP/Sludl6prfv9uiUWyIKyfZ7g="></latexit>

C(xt,ut, t) = xT
t Mtxt + vT

t xt + uT
t Ptut + qT

t ut

<latexit sha1_base64="GcxqYrJll3ltg+ntlyAGqUBRBc8=">AAAB83icbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1ItQ9OJJKtgPaELZbLft0s0m7E6EEvo3vHhQxKt/xpv/xm2bg7Y+GHi8N8PMvDCRwqDrfjuFldW19Y3iZmlre2d3r7x/0DRxqhlvsFjGuh1Sw6VQvIECJW8nmtMolLwVjm6nfuuJayNi9YjjhAcRHSjRF4yilfzMZ1SS+qR7f+12yxW36s5AlomXkwrkqHfLX34vZmnEFTJJjel4boJBRjUKJvmk5KeGJ5SN6IB3LFU04ibIZjdPyIlVeqQfa1sKyUz9PZHRyJhxFNrOiOLQLHpT8T+vk2L/KsiESlLkis0X9VNJMCbTAEhPaM5Qji2hTAt7K2FDqilDG1PJhuAtvrxMmmdV76LqPZxXajd5HEU4gmM4BQ8uoQZ3UIcGMEjgGV7hzUmdF+fd+Zi3Fpx85hD+wPn8AQbNkQY=</latexit>PN = 0

<latexit sha1_base64="8GomDT8KVoMIh/gYd+RvN+HGL0s=">AAAB8nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1ItQ9OJJKtgPSEvZbDft0k027k6EEvozvHhQxKu/xpv/xm2bg1YfDDzem2FmXpBIYdB1v5zC0vLK6lpxvbSxubW9U97daxqVasYbTEml2wE1XIqYN1Cg5O1EcxoFkreC0fXUbz1ybYSK73Gc8G5EB7EIBaNoJT/rBCF5mPRuL91eueJW3RnIX+LlpAI56r3yZ6evWBrxGJmkxviem2A3oxoFk3xS6qSGJ5SN6ID7lsY04qabzU6ekCOr9EmotK0YyUz9OZHRyJhxFNjOiOLQLHpT8T/PTzG86GYiTlLkMZsvClNJUJHp/6QvNGcox5ZQpoW9lbAh1ZShTalkQ/AWX/5LmidV76zq3Z1Wald5HEU4gEM4Bg/OoQY3UIcGMFDwBC/w6qDz7Lw57/PWgpPP7MMvOB/fcluQtQ==</latexit>

qN = 0



Optimal control as DP

• Assume we are at:

• Cost is:

• BUT we’d choose the best control 
• AND X_N is a function of U_N-1

<latexit sha1_base64="Drp+ZjV2NBkWX4voh/Dde3Bwfk8=">AAAB9HicbVBNSwMxEJ31s9avqkcvwSJ4seyKqMeiF09SwX5Au5Rsmm1Ds8maZItl2d/hxYMiXv0x3vw3pu0etPXBwOO9GWbmBTFn2rjut7O0vLK6tl7YKG5ube/slvb2G1omitA6kVyqVoA15UzQumGG01asKI4CTpvB8GbiN0dUaSbFgxnH1I9wX7CQEWys5KedIERPWTe9O/WybqnsVtwp0CLxclKGHLVu6avTkySJqDCEY63bnhsbP8XKMMJpVuwkmsaYDHGfti0VOKLaT6dHZ+jYKj0USmVLGDRVf0+kONJ6HAW2M8JmoOe9ifif105MeOWnTMSJoYLMFoUJR0aiSQKoxxQlho8twUQxeysiA6wwMTanog3Bm395kTTOKt5Fxbs/L1ev8zgKcAhHcAIeXEIVbqEGdSDwCM/wCm/OyHlx3p2PWeuSk88cwB84nz8w/JG5</latexit>xN�1

<latexit sha1_base64="x2CqKLyjTxzkhhp9T6phO4cTnKU="></latexit>

xT
NMNxN + vT

NxN+

xT
N�1MN�1xN�1 + vT

N�1xN�1 + uT
N�1PN�1uN�1 + qT

N�1uN�1



Optimal control as DP

• Assume we are at:

• Cost is:

• BUT we’d choose the best control 
• AND X_N is a function of U_N-1

• Substitute

<latexit sha1_base64="Drp+ZjV2NBkWX4voh/Dde3Bwfk8=">AAAB9HicbVBNSwMxEJ31s9avqkcvwSJ4seyKqMeiF09SwX5Au5Rsmm1Ds8maZItl2d/hxYMiXv0x3vw3pu0etPXBwOO9GWbmBTFn2rjut7O0vLK6tl7YKG5ube/slvb2G1omitA6kVyqVoA15UzQumGG01asKI4CTpvB8GbiN0dUaSbFgxnH1I9wX7CQEWys5KedIERPWTe9O/WybqnsVtwp0CLxclKGHLVu6avTkySJqDCEY63bnhsbP8XKMMJpVuwkmsaYDHGfti0VOKLaT6dHZ+jYKj0USmVLGDRVf0+kONJ6HAW2M8JmoOe9ifif105MeOWnTMSJoYLMFoUJR0aiSQKoxxQlho8twUQxeysiA6wwMTanog3Bm395kTTOKt5Fxbs/L1ev8zgKcAhHcAIeXEIVbqEGdSDwCM/wCm/OyHlx3p2PWeuSk88cwB84nz8w/JG5</latexit>xN�1

<latexit sha1_base64="x2CqKLyjTxzkhhp9T6phO4cTnKU="></latexit>

xT
NMNxN + vT

NxN+

xT
N�1MN�1xN�1 + vT

N�1xN�1 + uT
N�1PN�1uN�1 + qT

N�1uN�1

<latexit sha1_base64="MtGL/hDJOT43sjuN4iAF3kVJaAo=">AAACLHicbVDLSsNAFJ34rPUVdelmsAiCWBIRdSPUduOqVLAPaEKYTCft0MmDmYlYQj7Ijb8iiAuLuPU7nKYRbOuBgXPPuZc797gRo0IaxlhbWl5ZXVsvbBQ3t7Z3dvW9/ZYIY45JE4cs5B0XCcJoQJqSSkY6ESfIdxlpu8PaxG8/Ei5oGDzIUURsH/UD6lGMpJIcvZZYrgefUqd+k1gYMXibOkn9zEzhr5FVp1OzOmPGeeXoJaNsZICLxMxJCeRoOPqb1Qtx7JNAYoaE6JpGJO0EcUkxI2nRigWJEB6iPukqGiCfCDvJjk3hsVJ60Au5eoGEmfp3IkG+ECPfVZ0+kgMx703E/7xuLL1rO6FBFEsS4OkiL2ZQhnCSHOxRTrBkI0UQ5lT9FeIB4ghLlW9RhWDOn7xIWudl87Js3l+UKtU8jgI4BEfgBJjgClTAHWiAJsDgGbyCDzDWXrR37VP7mrYuafnMAZiB9v0DlIOmlA==</latexit>

xN = AN�1xN�1 + BN�1uN�1



Optimal control as DP

• Substituting, taking gradient wrt U_N-1, etc. gives

• Which we can solve for U_N-1 as a function of X_N-1
• which is linear

• Now we have a quadratic cost function for X_N-1
• choose best U_N-1 and substitute

• and we can use induction!

Check this!

<latexit sha1_base64="H43x7NG3+BxAYX5fZ4F6XLnDwlg="></latexit>

(2PN�1 + 2BT
NMNBN )uN�1 + qN�1 + 2BT

N�1MNAN�1xN�1 + BT
N�1vN = 0



Simple inverse optimal control - I

• Imagine we know A_N, B_N
• plausible - we should know dynamics of moving object

• We observe many different (X_N-1, U_N-1) pairs
• which are optimal (expert)

• Q: Can we recover M_N, V_N, P_N-1, q from this 
information?
• A: Yes, following slides



Simple inverse optimal control - II

• Q: Why bother?
• A: if we do, we know what cost function the expert was using

• we might be able choose an action even though situation was 
“unfamiliar” because we know the cost function

• cf imitation learning 
• where you learn to predict U_N-1 from X_N-1



Recovering cost function (sketch)

• Assume for simplicity
• X_N-1, U_N-1 have dimension d
• A_N, B_N known, full rank

• Notice:
• for known U_N-1, X_N-1 this equation is d homogeneous linear equations 

• in  2(d^2+d) unknowns  (M_N, V_N, P_N-1, Q_N-1)
• if we had enough U_N-1, X_N-1 (and they were different enough)
• should be able to solve for unknowns up to scale

<latexit sha1_base64="H43x7NG3+BxAYX5fZ4F6XLnDwlg="></latexit>

(2PN�1 + 2BT
NMNBN )uN�1 + qN�1 + 2BT

N�1MNAN�1xN�1 + BT
N�1vN = 0

This isn’t often used, but it sketches a method



Inverse Optimal Control

• Given a trajectory 
• at known time intervals

• Find the Phi that caused that trajectory
• assuming that f is known and that there is no noise

• Crucial step:
• assume a representation of Phi

<latexit sha1_base64="kBSVjOe9r76jM0brxSBt8rks/FY=">AAACGHicbVDLTgIxFO3gC/E16tJNIzFBQ3CGGHVJdOMSE14JM5JO6UBD55H2jpEQPsONv+LGhca4Zeff2AEWCp6kuafn3Jv2Hi8WXIFlfRuZldW19Y3sZm5re2d3z9w/aKgokZTVaSQi2fKIYoKHrA4cBGvFkpHAE6zpDW5Tv/nIpOJRWINhzNyA9ELuc0pASx3z3BHMh8LTw1nHKuK02LNSLmJHdCNQs2vNkbzXh9OOmbdK1hR4mdhzkkdzVDvmxOlGNAlYCFQQpdq2FYM7IhI4FWyccxLFYkIHpMfamoYkYModTRcb4xOtdLEfSX1CwFP198SIBEoNA093BgT6atFLxf+8dgL+tTviYZwAC+nsIT8RGCKcpoS7XDIKYqgJoZLrv2LaJ5JQ0FnmdAj24srLpFEu2Zcl+/4iX7mZx5FFR+gYFZCNrlAF3aEqqiOKntErekcfxovxZnwaX7PWjDGfOUR/YEx+AD6vnW4=</latexit>

(x⇤
0, x

⇤
1, x

⇤
2, . . . , x

⇤
T )

<latexit sha1_base64="PuWaNHCfIih2nTatmRG46C6nT+k=">AAACMnicbVDLSgMxFM3UV62vqks3wSK0IGVGRN0IRTe6q2Af0BmGTJp2QjMPkjtiKf0mN36J4EIXirj1I0yns9C2FxIO55zLvfd4seAKTPPNyC0tr6yu5dcLG5tb2zvF3b2mihJJWYNGIpJtjygmeMgawEGwdiwZCTzBWt7geqK3HphUPArvYRgzJyD9kPc4JaApt3hr8xCwXfd5+bEMlWOcpD9UcBcubZUELsc2EbFPJiD1xj53F7jdYsmsmmnheWBloISyqrvFF7sb0SRgIVBBlOpYZgzOiEjgVLBxwU4UiwkdkD7raBiSgClnlJ48xkea6eJeJPXTS6Xs344RCZQaBp52BgR8NatNyEVaJ4HehTPiYZwAC+l0UC8RGCI8yQ93uWQUxFADQiXXu2LqE0ko6JQLOgRr9uR50DypWmdV6+60VLvK4sijA3SIyshC56iGblAdNRBFT+gVfaBP49l4N76M76k1Z2Q9++hfGT+/ji2msw==</latexit>Z
�(x(t), u(t), t)dt =

X

i

↵i

Z
�i(x(t), u(t), t)dt

Known

Unknown



Inverse Optimal Control

• Obtain                               by solving:
<latexit sha1_base64="9ke3tJgxIyFDqi3xGE2+JyWW6UU=">AAACBnicbVDLSsNAFJ3UV62vqEsRBotQNyURUZdFNy4r2Ac0odxMpu3QySTMTMQSunLjr7hxoYhbv8Gdf+O0zUJbD9zL4Zx7mbknSDhT2nG+rcLS8srqWnG9tLG5tb1j7+41VZxKQhsk5rFsB6AoZ4I2NNOcthNJIQo4bQXD64nfuqdSsVjc6VFC/Qj6gvUYAW2krn3oAU8GgL0oiB8yjDGI0HQ8xmlFn3TtslN1psCLxM1JGeWod+0vL4xJGlGhCQelOq6TaD8DqRnhdFzyUkUTIEPo046hAiKq/Gx6xhgfGyXEvViaEhpP1d8bGURKjaLATEagB2rem4j/eZ1U9y79jIkk1VSQ2UO9lGMd40kmOGSSEs1HhgCRzPwVkwFIINokVzIhuPMnL5LmadU9r7q3Z+XaVR5HER2gI1RBLrpANXSD6qiBCHpEz+gVvVlP1ov1bn3MRgtWvrOP/sD6/AHbhpbM</latexit>

↵ and u(t)



NASTY!

Optimal control
for fixed alpha

Cost(alpha)

Mombauer, Laumond, Truong 

But do-able - see:



Example case: learning to search a map

• Recall gridworld ->

• We see:

?

?

?

?



?

?



?

?



Learning to search





Inverse Reinforcement Learning

• We now observe an agent acting in an environment
• see trace or traces

• Q: Why does it do that?  = What is the reward function?

• Model

<latexit sha1_base64="ADTT1Keuf1Q/VVWgY/v7/0qE5Ew=">AAACEnicbVDLSsNAFJ3UV62vqEs3g0VoQUoioi6LblxWsA9oQphMJ+3QyYOZG6GEfoMbf8WNC0XcunLn3zhps9DWA3M5nHMvd+7xE8EVWNa3UVpZXVvfKG9WtrZ3dvfM/YOOilNJWZvGIpY9nygmeMTawEGwXiIZCX3Buv74Jve7D0wqHkf3MEmYG5JhxANOCWjJM+uOYAHUlGedYpIX5dk50wU7YhCDwo7kwxHUPbNqNawZ8DKxC1JFBVqe+eUMYpqGLAIqiFJ920rAzYgETgWbVpxUsYTQMRmyvqYRCZlys9lJU3yilQEOYqlfBHim/p7ISKjUJPR1Z0hgpBa9XPzP66cQXLkZj5IUWETni4JUYIhxng8ecMkoiIkmhEqu/4rpiEhCQadY0SHYiycvk85Zw75o2Hfn1eZ1EUcZHaFjVEM2ukRNdItaqI0oekTP6BW9GU/Gi/FufMxbS0Yxc4j+wPj8AaGamvU=</latexit>

(s0, a0, s1, a1, . . .)

<latexit sha1_base64="rzi/rJOQuZfbQH+hh+Z5F+voJNA=">AAACG3icbZDLSsNAFIYnXmu9RV26GSxC3ZSkiLoRim5cVukNmhgm00k7dHJhZmIpIe/hxldx40IRV4IL38ZJmoW2Hpjh4//PYeb8bsSokIbxrS0tr6yurZc2yptb2zu7+t5+R4Qxx6SNQxbynosEYTQgbUklI72IE+S7jHTd8XXmdx8IFzQMWnIaEdtHw4B6FCOpJEev31XFyaUlYt+hEE7UZUUj6tBMTSzXg5P0vgVzyoxU6Y5eMWpGXnARzAIqoKimo39agxDHPgkkZkiIvmlE0k4QlxQzkpatWJAI4TEakr7CAPlE2Em+WwqPlTKAXsjVCSTM1d8TCfKFmPqu6vSRHIl5LxP/8/qx9C7shAZRLEmAZw95MYMyhFlQcEA5wZJNFSDMqforxCPEEZYqzrIKwZxfeRE69Zp5VjNvTyuNqyKOEjgER6AKTHAOGuAGNEEbYPAInsEreNOetBftXfuYtS5pxcwB+FPa1w8TD5+Y</latexit>

R(s) =
X

i

wi�i(s) = wT�(s)

Reward for state unknown weights

feature functions, known or chosen



Assume

• We observe an agent acting optimally
• we’ll fix this

• The true reward function can be represented by model
• we’ll fix this, too



We have
Total reward for acting 

using \pi
Expected value of all rewards collected 

by applying \pi

We could measure these;
act using \pi, and see

what states we see

<latexit sha1_base64="ok456FQXyokPegDWMg4GD6NIf/k="></latexit>

G(⇡) = E

"
X

t

�tR(st) | ⇡
#

=
X

i

wiE

"
X

t

�t�i(st) | ⇡
#

=
X

i

wiµ
⇡
i



Formulate

<latexit sha1_base64="kfIhfpcC+PgkndcPO7Ms8PEjuMU=">AAACGXicbVDLSgMxFM3UV62vUZdugkWoLsqMiLosutBlBfuAzlgyaaYNTTJjkhHL0N9w46+4caGIS135N6bTCtp6IHDuOfdyc08QM6q043xZubn5hcWl/HJhZXVtfcPe3KqrKJGY1HDEItkMkCKMClLTVDPSjCVBPGCkEfTPR37jjkhFI3GtBzHxOeoKGlKMtJHatnNR8mJ6c7APvS65hVllOA+i+xT+YOiFkUSMQWO27aJTdjLAWeJOSBFMUG3bH14nwgknQmOGlGq5Tqz9FElNMSPDgpcoEiPcR13SMlQgTpSfZpcN4Z5ROtBsN09omKm/J1LElRrwwHRypHtq2huJ/3mtRIenfkpFnGgi8HhRmDCoIziKCXaoJFizgSEIS2r+CnEPSYS1CbNgQnCnT54l9cOye1x2r46KlbNJHHmwA3ZBCbjgBFTAJaiCGsDgATyBF/BqPVrP1pv1Pm7NWZOZbfAH1uc3tIudBw==</latexit>

G(⇡⇤) � G(⇡) 8⇡

<latexit sha1_base64="Us5h5ZAc7zZdAtQWVJKgtZnqsto="></latexit>

wTµ⇡⇤
� wTµ⇡ 8⇡

The expert’s policy yields a better reward than any other

which constrains the coefficients



Not good enough…

• Notice:
• w=0 is a solution (eew!)

• Resolve this:
• require that expert’s policy is better than any other 

• by some amount that depends on the difference!

<latexit sha1_base64="kfIhfpcC+PgkndcPO7Ms8PEjuMU=">AAACGXicbVDLSgMxFM3UV62vUZdugkWoLsqMiLosutBlBfuAzlgyaaYNTTJjkhHL0N9w46+4caGIS135N6bTCtp6IHDuOfdyc08QM6q043xZubn5hcWl/HJhZXVtfcPe3KqrKJGY1HDEItkMkCKMClLTVDPSjCVBPGCkEfTPR37jjkhFI3GtBzHxOeoKGlKMtJHatnNR8mJ6c7APvS65hVllOA+i+xT+YOiFkUSMQWO27aJTdjLAWeJOSBFMUG3bH14nwgknQmOGlGq5Tqz9FElNMSPDgpcoEiPcR13SMlQgTpSfZpcN4Z5ROtBsN09omKm/J1LElRrwwHRypHtq2huJ/3mtRIenfkpFnGgi8HhRmDCoIziKCXaoJFizgSEIS2r+CnEPSYS1CbNgQnCnT54l9cOye1x2r46KlbNJHHmwA3ZBCbjgBFTAJaiCGsDgATyBF/BqPVrP1pv1Pm7NWZOZbfAH1uc3tIudBw==</latexit>

G(⇡⇤) � G(⇡) 8⇡
<latexit sha1_base64="Us5h5ZAc7zZdAtQWVJKgtZnqsto="></latexit>

wTµ⇡⇤
� wTµ⇡ 8⇡

The expert’s policy yields a better reward than any other

which constrains the coefficients



This yields

• Notice
• each policy yields a vector \mu and so a linear constraint on w
• but the feasible set created by the inequalities might be empty!

• Solution - slack variables

<latexit sha1_base64="9o8V8kZkF02xhXp3JepxUG9iLDE="></latexit>

min
w

wTw

such that

wTµ⇡⇤
� wTµ⇡ + d(⇡⇤,⇡)

For example, number of states in which \pi* was observed and also \pi  and \pi* disagree



Final problem - NASTY (ish)

<latexit sha1_base64="o9mnL220UH4Id/YdIJ91yqWWw6k="></latexit>

min
w

wTw + C
X

i

⇠i

such that

wTµ⇡⇤
� wTµ⇡i + d(⇡⇤,⇡i)� ⇠i

⇠i � 0

Slack variablesNasty, because there are a lot of constraints
(one per policy)

BUT quite good algorithms exist



From Abbeel slides



Visualize…

• Each policy gives a vector 
• pretend these are 2D vectors

Vector for expert Solution weights

Other vectors
from other policies



What could go wrong? 

• This could happen because
• the expert wasn’t optimal
• the representation of rewards isn’t good enough

• Options
• find several policies and mix
• use better feature functions



Alternative: feature matching

• Notice that if we can get

• then for any  w such that

• we have

<latexit sha1_base64="Us5h5ZAc7zZdAtQWVJKgtZnqsto="></latexit>

wTµ⇡⇤
� wTµ⇡ 8⇡ which constrains the coefficients

<latexit sha1_base64="9g5GxRVwnw8dcN50bNWB7v/PZY0=">AAACJHicbVDLSgMxFM34rPVVdekmWgQRLDMiKrgpunFZwT6gMy2ZzJ02NPMwyQhl6Me48VfcuPCBCzd+i5m2orZeSO7hnHtI7nFjzqQyzQ9jZnZufmExt5RfXlldWy9sbNZklAgKVRrxSDRcIoGzEKqKKQ6NWAAJXA51t3eZ6fU7EJJF4Y3qx+AEpBMyn1GiNNUunNsB8+yd7ztp2TE7zHqqQetg8CMxr21hm8MttiGWjGfuolkyh4WngTUGRTSuSrvwansRTQIIFeVEyqZlxspJiVCMchjk7URCTGiPdKCpYUgCkE46XHKA9zTjYT8S+oQKD9nfjpQEUvYDV08GRHXlpJaR/2nNRPlnTsrCOFEQ0tFDfsKxinCWGPaYAKp4XwNCBdN/xbRLBKFK55rXIViTK0+D2lHJOilZ18fF8sU4jhzaRrtoH1noFJXRFaqgKqLoHj2iZ/RiPBhPxpvxPhqdMcaeLfSnjM8v58mkXg==</latexit>

||µ⇡ � µ⇡⇤
||1 ✏

<latexit sha1_base64="0JAW1jSMf9mjueTsBKDqvl867Ek=">AAACGHicbVC7TsMwFHV4lvIKMLIYKiSmkiAEjBUsjEWiD6mJIsdxWquOE2wHVEX5DBZ+hYUBhFi78Tc4bZCg5Ui+Oj7nXtn3+AmjUlnWl7GwuLS8slpZq65vbG5tmzu7bRmnApMWjlksuj6ShFFOWooqRrqJICjyGen4w+vC7zwQIWnM79QoIW6E+pyGFCOlJc88cSIaOAfTmjl+CB/zn2tRvcyhPFSjHDqM3EPbM2tW3ZoAzhO7JDVQoumZYyeIcRoRrjBDUvZsK1FuhoSimJG86qSSJAgPUZ/0NOUoItLNJovl8EgrAQxjoQ9XcKL+nshQJOUo8nVnhNRAznqF+J/XS1V46WaUJ6kiHE8fClMGVQyLlGBABcGKjTRBWFD9V4gHSCCsdJZVHYI9u/I8aZ/W7fO6fXtWa1yVcVTAPjgEx8AGF6ABbkATtAAGT+AFvIF349l4NT6Mz2nrglHO7IE/MMbfgqCfcg==</latexit>

||w ||1 1

<latexit sha1_base64="HYWEBh1o/JYbHEixFNWCPM+pHUQ=">AAACKXicbZDNSgMxFIUz9a/Wv6pLN9EiiGCZEVGXRTcuK7RaaFrJpHc0NJkZk4xShnkdN76KGwVF3foiZmoRtV4IHL5zb5J7/FhwbVz3zSlMTE5NzxRnS3PzC4tL5eWVMx0likGTRSJSLZ9qEDyEpuFGQCtWQKUv4NzvH+f++Q0ozaOwYQYxdCS9DHnAGTUWXZRrRPIeWU+JH+DbrNvARCZdEvOdb5KD1JLudkbW825MBFxjArHmIr+i4lbdYeFx4Y1EBY2qflF+Ir2IJRJCwwTVuu25semkVBnOBGQlkmiIKevTS2hbGVIJupMON83wpiU9HETKntDgIf05kVKp9UD6tlNSc6X/ejn8z2snJjjspDyMEwMh+3ooSAQ2Ec5jwz2ugBkxsIIyxe1fMbuiijJjwy3ZELy/K4+Ls92qt1/1TvcqtaNRHEW0hjbQFvLQAaqhE1RHTcTQHXpAz+jFuXcenVfn/au14IxmVtGvcj4+AXBspsQ=</latexit>

|wTµ⇡ �wTµ⇡⇤
| ✏

ie a policy vector very
close to experts

ie reasonably sized weight
vector

reward is close to experts
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